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For an athlete at the top of the field, a performance enhancement makes a difference to the chance of winning when it is about half the athlete's typical between-event variation in performance.  Measuring enhancements of this magnitude with adequate precision requires much bigger sample sizes than researchers normally use.  To avoid confusion over interpretation of their findings, researchers should therefore publish and explain the precision of their estimates of performance enhancement.
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What magnitude of performance enhancement makes a difference to an elite athlete's chance of winning the gold?  What is the best way for sport scientists to study training, ergogenic aids, or other treatments that produce enhancements of this magnitude?  What is the best way to present the findings for non-academics and academics to understand?  We have attempted to answer these important questions in a recently published paper (Hopkins et al., 1999).  The paper grew out of a mini symposium we presented at the annual meeting of the American College of Sports Medicine in Orlando last year.  Here is a plain-language account of some of the main points.

We first tackled the problem of the smallest worthwhile performance enhancement by considering an event where a few top equally matched athletes vie for first place (Figure 1).  If the athletes re-run the event a large number of times, the normal random variation in the individual athletes' performance between events will ensure that each athlete gets an equal share of wins.  But if one of the athletes gets an enhancement, obviously s/he will win more often.  The magnitude of the enhancement has to be about as big as the normal variation in the athlete's performance between events to make a difference:  much smaller and the athlete won't perform any differently;  much larger and s/he will always win.  In fact, when we simulated many events in a computer, we showed that an enhancement of about half the size of the normal variation in performance caused a real effect on the chance of winning.  Even smaller enhancements would still make a difference to the medal tally of a country like the US.

Figure 1:  Four of the contestants at the finishing line of the 100-m final of the Barcelona Olympics.  Arrows indicate typical variation in an athlete's position if the event were re-run.
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Original image courtesy of Sporting Images (www.sportingimages.com.au) and photographer Chuck Muhlstock.

Enhancements of this magnitude are small. To put them into perspective, the normal variation for track runners in the top half of the field at international competitions may be as low as ~0.6% (WGH, unpublished observations). That means an enhancement of about 0.3% would make a difference to one of these athletes. In the best lab tests with the best athletes researchers can get, variation in performance between tests is typically 2-3%, and seldom better than 1.5%. We show in the paper that researchers would need to test hundreds or even thousands of athletes to measure an enhancement of 0.3% with adequate precision. For example, if you observed an enhancement of 0.3%, you would want to be able to say that the true value of the enhancement is most likely to fall between 0.0% and 0.6%. (These two values are the so-called 95% confidence limits; in our paper we explain why they need to be about ±0.3% when the smallest worthwhile enhancement is 0.3%.) Now suppose that the researcher used a reasonably good performance test, one for which the subjects had a typical variation in performance of 2.0% between tests. The resulting sample size would be 350 for a crossover study or 1400 for a study with a separate control group. The usual sample size in studies of performance enhancement is 10! If the researcher observed an enhancement of 0.3% with the same test in a crossover study of 10 subjects, the true value of the enhancement could be anything between 2.3% and -1.7%--in other words, a massive positive or a massive negative effect on performance for a top athlete.

Many researchers are unaware of the need for large sample sizes when they investigate small changes in performance. Furthermore, they report results using the concept of statistical significance and so-called p values, which few scientists and no lay people understand properly. When they study a treatment that has only a small (but worthwhile) effect on performance, the small sample size almost invariably produces a result that is not statistically significant (p > 0.05). In some studies with particularly small sample sizes or particularly unreliable tests, even large effects can turn up as not significant. Regardless of the magnitude of the effect, some researchers conclude incorrectly that a non-significant result means the treatment is ineffective. The way to overcome this confusion is to publish the observed change in performance and the likely range of the true value of the change (the 95% confidence limits). The researcher should then use plain language to explain the magnitude of the observed change and of the upper and lower limits of the likely range, as in the above example (see also Hopkins, 1999: Interpreting Effects). In this way there can be no confusion about the possible magnitude of the enhancement.  Statistical significance, or lack of it, need not be mentioned.

In our paper we discuss other aspects of the design of experiments aimed at measuring performance enhancement, including new ways to assess the reliability and validity of tests, the need to recruit the best possible athletes for a study, the need to mimic conditions of real training and real events in a study, the impact and measurement of individual differences in enhancement, and the impact and measurement of placebo effects in unblinded studies.  Time and space do not permit us to explain these aspects here.  Interested readers can read the full article in the March issue of Medicine and Science in Sports and Exercise.  We welcome feedback, but please do not request reprints from us--we have not ordered any.
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